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Introduction

Computer graphics is a field that blends mathematics, art, and computer science to create visual content for 

everything from video games and movies to scientific visualizations and user interfaces. Whether you’re a student 

taking your first graphics course, a developer looking to optimize a rendering engine, or simply a curious hobbyist, 

you’ll inevitably encounter a stream of questions. Some are simple, such as “What is a shader?” while others are 

more complex, like “How does ray tracing achieve realistic lighting?” In this article we gather a wide array of 

computer graphics questions answersto help you navigate the fundamentals, deepen your understanding, and

troubleshoot common problems. By the end, you’ll have a solid reference that can be consulted whenever a new

concept or challenge arises.

1. Foundations of Computer Graphics

What is computer graphics?

At its core, computer graphics is the art and science of generating images with the aid of computers. It involves

converting abstract data—such as mathematical descriptions of shapes, textures, and lighting—into pixels

displayed on a screen. The discipline spans several subfields, including 2D and 3D modeling, animation, rendering,

and interactive graphics.

What are the main components of a graphics pipeline?

Modern graphics pipelines are modular sequences of stages that transform geometric data into a final image. The

typical stages include:

•  Application Stage – The software that defines objects, materials, and camera parameters.

•  Vertex Processing – Transformation of vertex coordinates and attributes.

•  Primitive Assembly – Grouping vertices into primitives like triangles.

•  Rasterization – Mapping primitives to pixel fragments.

•  Fragment Processing – Computing pixel colors and depth.

•  Output Merger – Blending and writing final pixels to the framebuffer.

Each stage can be customized or extended via programmable shaders, allowing developers to implement custom

effects.

What is the difference between rasterization and ray tracing?

Rasterization is a fast, screen-space technique that approximates the visibility of surfaces by projecting primitives

onto the pixel grid. It excels at real-time rendering but can struggle with complex lighting phenomena.

Ray tracing, on the other hand, simulates the path of light rays as they interact with geometry. While historically

slower, advances in GPU hardware and algorithms have made real-time ray tracing increasingly viable.

2. The Graphics Pipeline in Detail

What happens during vertex shading?



Vertex shading is the first programmable stage of the pipeline. It transforms vertex positions from model space to

clip space, applies lighting calculations, and passes varying attributes (normals, texture coordinates) to the next

stage. The vertex shader runs once per vertex, making it highly parallel.

How does primitive assembly work?

After vertices are processed, the GPU groups them into primitives—typically triangles. The assembly stage

interprets indices from the vertex buffer to form these primitives, which are then fed into the rasterizer.

What is the role of the rasterizer?

The rasterizer converts triangles into fragments (potential pixels). It determines which screen pixels each triangle

covers, interpolates vertex attributes across the surface, and generates depth values. It also handles back-face

culling, edge rules, and perspective correction.

What is fragment shading?

Fragment shading computes the final color of each fragment. The fragment shader can sample textures, apply

lighting models, and perform operations like fog or shadow mapping. Because fragments are generated per pixel,

this stage can be computationally intensive.

How does the output merger finalize the image?

The output merger blends fragments based on depth, alpha, and other blending modes. It writes the resulting pixel

values into the framebuffer. Multiple passes can be used to composite complex scenes.

3. Rendering Techniques

What is global illumination?

Global illumination (GI) refers to algorithms that simulate indirect lighting—light that bounces off surfaces and

illuminates other parts of the scene. Techniques include radiosity, photon mapping, and path tracing. GI produces

more realistic images but often requires significant computational resources.

What is path tracing?

Path tracing is a Monte Carlo algorithm that traces many light paths from the camera into the scene. By averaging

the results, it converges to a physically accurate rendering. Modern GPUs now support real-time path tracing with

techniques like denoising and importance sampling.

What are shadow maps?

Shadow maps are depth textures rendered from the light’s perspective. During shading, a fragment’s world position

is projected into light space to compare against the shadow map depth. If the fragment is farther than the stored

depth, it is considered in shadow.

What is ambient occlusion?

Ambient occlusion (AO) approximates how exposed each point is to ambient lighting. It darkens crevices and areas

with limited light exposure, adding depth and realism. Screen-space ambient occlusion (SSAO) is a common real-

time implementation.

How does subsurface scattering work?

Subsurface scattering (SSS) models light penetration into translucent materials (e.g., skin, wax). Instead of a sharp

reflection, light diffuses within the surface before exiting. SSS is often simulated via convolution with a diffusion

profile or using more advanced methods like BSSRDF.



4. Shaders and Programming

What are shaders?

Shaders are small programs that run on the GPU to perform specific tasks in the graphics pipeline. The main types

are:

•  Vertex Shaders – Transform vertices.

•  Fragment (Pixel) Shaders – Compute pixel colors.

•  Geometry Shaders – Generate new geometry from primitives.

•  Compute Shaders – General-purpose GPU tasks.

What is GLSL and HLSL?

GLSL (OpenGL Shading Language) is the standard shading language for OpenGL, while HLSL (High-Level

Shading Language) is used with DirectX. Both languages share similar syntax but differ in built-in functions,

semantics, and target APIs.

How do I debug a shader?

Debugging shaders can be challenging. Common approaches include:

•  Using GPU debuggers like NVIDIA Nsight or AMD Radeon GPU Profiler.

•  Adding debug outputs to a texture or framebuffer.

•  Checking for NaNs or infinite values.

•  Using validation tools to catch syntax errors.

What is a uniform and a varying?

A uniform is a global variable that remains constant across a draw call. A varying(or out/in variable) is

interpolated across the primitive’s surface, allowing data to flow from vertex to fragment shaders.

What is a tessellation shader?

Tessellation shaders subdivide patches into finer geometry, enabling detailed surfaces without storing high-

resolution meshes. The process involves a control shader that defines tessellation parameters and an evaluation

shader that computes new vertices.

5. Graphics APIs and Libraries

What is OpenGL?

OpenGL is a cross-platform, vendor-agnostic API for rendering 2D and 3D graphics. It has a long history and is

widely supported, though its evolution has slowed compared to newer APIs.

What is Vulkan?

Vulkan is a low-overhead, explicit graphics API designed for modern GPUs. It gives developers fine-grained control

over resources, command buffers, and synchronization, enabling high performance across multiple platforms.

What is DirectX?

DirectX is a collection of Microsoft APIs for multimedia, primarily used in Windows. Direct3D, a component of

DirectX, is the graphics API used for game development on Windows and Xbox.

What are the advantages of using a game engine?

Game engines like Unity, Unreal Engine, or Godot provide integrated rendering pipelines, asset pipelines, physics,



and scripting. They allow developers to focus on gameplay rather than low-level graphics programming.

What is a graphics library?

Graphics libraries are higher-level abstractions built on top of APIs. Examples include:

•  OpenGL Utility Toolkit (GLUT) – Windowing and input.

•  GLM – Mathematics library for vectors, matrices.

•  Assimp – Asset Import Library for loading 3D models.

6. 3D Modeling and Animation

What is a 3D model?

A 3D model is a digital representation of an object defined by vertices, edges, faces, and associated attributes such

as normals and textures. Models can be static meshes or skeletal rigs for animation.

What is keyframing?

Keyframing is the process of setting specific values (e.g., position, rotation) at discrete times. The animation system

interpolates between these keyframes to produce smooth motion.

What are bones and skinning?

Bones form a hierarchical skeleton that drives mesh deformation. Skinning assigns weights to vertices, determining

how much each bone influences a vertex during animation.

What is rigging?

Rigging is the setup of bones, constraints, and controls that allow animators to manipulate a model. A well-

designed rig provides intuitive control and preserves de
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